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Setting the scene 

Insurance companies dedicate substantial resources to their financial reporting, an arduous task given the 

multitude of factors (risk drivers) that contribute to their financial position.  Preparation of a balance sheet can 

involve handling millions of values and assumptions, ranging from the prices of all assets held, assumptions for 

lapses, mortality and expenses, product details and so on. 

Some of these values will not be fixed, but rather will be random variables describing values risk factors may take 

in the future, forming part of the firm‟s stochastic valuation model.  Furthermore, the calculation of capital 

requirements necessitates evaluating the balance sheet at future dates, when uncertainty will be present in a great 

many more of the factors. 

To make the problem more manageable, firms typically reduce the number of risk drivers to be modelled 

stochastically to a much smaller number, at most a few hundred.  In doing so, care is required that key properties 

of the risks and their impact on the business are not lost, resulting in a misstatement of risk. 

Why should you read this paper? 

Yield curves are a prominent example of a large collection of risks – each point of the curve is a risk in its own right 

– and this paper considers how the curve can be reduced to a more manageable set of risks, the number of which 

we shall call the dimension.  There is evidence to suggest parties are finding yield curve modelling a particularly 

difficult part of their Solvency II internal model build – for example the survey respondents of (KPMG 2011) opined 

that of all market risks, interest rates were the most difficult to model. 

There are three important matters discussed in this paper:  

 We hope this document will provide a guide for good practice when applying dimension reduction 

techniques in interest rate settings as well as others, highlighting many assumptions and complexities 

associated with these techniques that are not necessarily being taken into account by modellers currently. 

 

 We describe several dimension reduction techniques that are not in common use by actuaries, in the hope 

of encouraging more sophisticated and diverse use of these techniques going forward, given that the 

ubiquitous principal components analysis is just the tip of a sizeable iceberg. 

 

 We highlight the importance of the ultimate use of the yield curve model in the model‟s formulation, which 

in this paper we take to be calculating capital requirements based on one-year value-at-risk, as required 

under the Solvency II Directive. 

The paper’s structure 

 Section 1 gives an overview of the relevance of interest rates to insurers, and the features that a good 

model should capture. 

 

 Section 2 then introduces models that fall under the banner of dimension reduction techniques, and 

touches on how they may be used in the modelling of interest rates. 

 

Introduction 
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 Section 3 goes into greater detail on the application of dimension reduction techniques as models of yield 

curves, discussing the assumptions and choices to be made and their potential impact on the 

appropriateness of the model. 

 

 Section 4 goes on to consider the use of a single time step yield curve model in a Solvency II internal 

model, and we propose some ways of feeding back business information into the risk modelling process, in 

order to better capture the risks of most significance to the firm. 

 

 Section 5 briefly covers other potential uses of dimension reduction techniques of interest to actuaries, 

before we conclude the paper. 

 

 Several appendices are also included, containing the results of our analyses performed and details the 

business and yield curve models used, along with a description of a portfolio hedging strategy based on 

dimension reduction. 
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In this section we discuss the relevance of interest rates to financial firms, before identifying features that highlight 

why their modelling presents challenges. We conclude with some high-level comments on different approaches to 

interest rate modelling. 

1.1 Interest rate exposures of insurers 

There are three common ways in which interest rate movements can directly (and negatively) impact the balance 

sheet of a financial provider: 

 Falling rates reduce the returns on newly purchased assets, and these returns may be insufficient to meet 

rates of return guaranteed to policyholders in the past. 

 

 Rising rates reduce the market value of fixed assets already held in the portfolio, whilst also encouraging 

early contract terminations as new contracts emerge offering higher returns. 

 

 Falling interest rates may lead to a reduction in the risk discount rate used to discount liabilities, increasing 

the value of technical provisions. 

 

Furthermore, rising government interest rates may have an indirect impact by affecting the returns of other assets.  

For example, high rates may increase rates of default of corporate bonds, due to high financing costs and a 

possible associated subdued economic environment. 

 

 

US government 5Y spot yields and default probabilities of BB bonds –pattern suggests high rates are followed by higher levels of default.  

Source: Bloomberg and S&P 

Theoretically assets could be chosen to match the cashflows arising from liabilities and thus hedge out the 

exposure to interest rate movements, and indeed a risk management policy in this spirit is followed by most firms.  

However difficulties arise in practice – the sizes and durations of liabilities may change constantly over time 

requiring a regular rebalancing of the hedging portfolio, and assets may not exist to meet the long term liabilities of 

life insurers and pension funds, or may exist but be prohibitively expensive due to the demand for them.  We see 

some insurers report this lack of suitable assets is particularly relevant in less-developed economies, say within 

Asia (Prudential plc 2011). 

We also remind the reader that the interest rate exposure of the business may not be linear in the rates - for 

example with-profits policies may be sold with guaranteed levels of returns.  Such exposures are more onerous to 

evaluate and manage. 
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1.2 The complexities of interest rate modelling 

1.2.1 The yield curve is a curve 

The yield curve provides a measure of rates of interest of varying term.  One can think of this curve as a grouping 

of a set of point risks, each corresponding to the cost of borrowing/lending for a given term.  For example, 

modelling a yield curve with six-monthly term increments up to eighty years would mean the modelling of what 

could be considered as 160 individual point risks, albeit whose movements are highly structured and correlated 

with one another.  It is this property, of the risk associated with the yield curve not being a point yet a one-

dimensional vector, that introduces much of the complexity of its modelling. 

 

Each term point on the curve represents a risk, having its own history and properties 

Note this property is far from unique to yield curves – other risks that can be considered to be multidimensional 

include implied volatility surfaces, equity or property portfolios, credit and swap spreads, and mortality (for example 

if mortality rates are divided into age bands).  The dimension reduction techniques we shall discuss in this paper 

aim to reduce the size of these collections of risks to a more manageable size, with minimal loss of useful 

information. 

1.2.2 Properties of interest rates 

The behaviour of interest rates, both as observed historically and deduced from economic principles, provides 

some constraints on the form of stresses that can occur:  

 It is illogical for nominal rates to become negative, since a prospective lender can be thought to have the 

“under the bed” zero risk option of holding on to their money and achieving zero return
1
.  By a similar 

argument, a corporate yield curve with default risk should not drop below a corresponding risk-free curve.  

This makes some models where stresses are additive and independent of the starting level unappealing.  

However, relative-stress models can also give rise to unrealistic behaviour, namely further large upwards 

movements when levels are high. 

 According to some theories, the forward yield curve provides information on the future expected spot rates 

of interest, and so a good interest rate model might take this information into account.  This point is of 

                                                      

1
 Though this option does not really exist for an institutional investor, and at the time of writing short term yields for 

German government bonds are negative.  This is certainly not the only instance in history of this phenomena either. 
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particular relevance in the context of market-consistent modelling, where it is a requirement for the 

modelled future prices to agree with the prices implied by today‟s market data.  Note however that theories 

based on risk-neutral assumptions, from which one may derive the forward curve, do not capture all the 

proposed reasons for today‟s bond prices – since we don‟t live in a risk-neutral world! 

 

The UK government forward yield curve as at 31/12/2011, suggesting short rates will in future rise from their current low level.  

Source: BofE 

 Empirical evidence suggests interest rates follow a process over time that is somewhat mean-reverting, 

albeit with periods of noticeable upwards and downward trends and apparent regime changes.  For 

example, the chart below shows that 15 year yields on UK government bonds were generally falling over 

the period 1980-2000, and between 2000-2010 oscillated in quite a well-behaved fashion just below the 

5% mark.  Future moves in interest rates are unlikely to be independent of prior movements and levels. 

 

 

Historical behaviour of 15Y point on government yield curve.  Source: BofE 

1.2.3 The data 

Yield curves (or points on them) are not primarily traded by direct instruments.  This is in contrast to other risks 

such as equity risk, which one might find represented by a quoted index of some kind.  Instead, the yield curve is 

derived using the prices of relevant bonds and a curve fitting method. 

The method used to create the curve can in some instances be considered as a form of dimension reduction itself, 

in that the universe of bond prices may be reduced to a functional form dependent on just a few parameters.  We 

shall return to this point later.  Furthermore, differing providers of yield curves may use different methods or 
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parameters to produce these curves from the same underlying bond universe, and so issues arise as to the 

“correct” yield curve data set to analyse.  The fitting of yield curves is an expansive topic in itself which we won‟t 

direct much more attention to in this paper, but the interested reader could start by referring to (Smith A. 2009) for 

more on this topic. 

The chart below shows the prices of UK government bonds as quoted in the market at the end of 2011, along with 

the prices arising from discounting the bond cashflows at rates from a yield curve fitted to a subset of these bond 

prices – note with this curve not all prices are exactly replicated. 

 

Example of bond prices resulting from a yield curve fitted to a subset of the bond universe.  Bond data source: Datastream 

It is common for insurers to have liabilities whose term extends beyond the maximal term of traded instruments that 

give the yield curve its shape.  Hence, in order to account for these liabilities a good yield curve fitting method will 

include extrapolation of the curve, towards some “ultimate forward rate”.  Given the lack of data the choice of this 

rate is subjective, though (CEIOPS 2010) gives a method for determining this rate that could be described as 

industry standard. 

Data issues that are common to more general risks are also present; data may not be sufficiently long in length (an 

issue of particular relevance when building a model concerned with extreme events), and may contain gaps or 

errors.  In subsequent sections we will touch on how these issues could be addressed, and the impact they have 

on the model. 

1.2.4 Different rates for different borrowers 

As already touched on, it is the case that each borrower of funds has their own associated level of riskiness for 

lending to for any given term, and so each will have a different yield curve.  In addition to creditworthiness factors, 

the liquidity of the borrower‟s debt will also affect prices of debt assets issued.  Modelling yield curves at an 

individual issuer level is clearly impractical – with the significant exception of the issuer being the state – both due 

to computational limitations and more pressingly a lack of bond data with which to fit curves to both presently and 

historically.  Modelling yields at a credit-rating level may be a feasible level of granularity. 

Additionally, even the same borrower can choose to borrow in ways that differ in aspects other than term – for 

example, the level of seniority of the debt, or any special features such as embedded options.  Ignoring these 

aspects will make fitting a yield curve that looks sensible across all maturities difficult, with any resulting set of 

yields being skewed by the differing asset features. 
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1.3 Common yield curve movements 

Commonly arising when considering yield curve movements are the concepts of level, slope and curvature.  These 

are frequently used shapes of shocks considered when stress-testing one‟s business, and are also the shapes 

often arising from dimension reduction techniques such as principal components analysis. 

Part of the attraction of these forms of movement is that they can be succinctly interpreted in both mathematical 

and economic terms; 

 Mathematically, one might argue they can be associated with simple functions, such as polynomials, with 

increasing order (0,1,2,…) 

 

 Economically, one could say the first component is associated with a general shift in rates, say due to 

changes in appetite for fixed income as an asset class, the second component associated with a change in 

appetite for long/short term debt, say due to central bank policy changes at the long or short end of the 

curve, whilst the third component is associated with expectations specific to medium-term  inflation and 

creditworthiness. 

   
Illustration of spot yield curve incurring level, slope and curvature shocks (respectively). Shocked curves shown in green, initial curve shown in 

blue 

1.4 Types of model and their calibration 

1.4.1 The form of the model 

The attention of this paper is devoted towards non-parametric models – models not constrained by functional 

forms, but that instead look at the historic data available and attempt to best replicate this behaviour going forward, 

whilst reducing significantly the number of factors driving the yield curve.  Because of the generality of such models 

they do not immediately make themselves suitable to multi-period modelling, due to the non-independence of rate 

increments that we have discussed in 1.2.2. 

Parametric models such as the well-studied Hull-White, Cox-Ingersoll-Ross etc. differ from the above in that a 

greater degree of structure is present relating to the long term behaviour of interest rates is present.  This makes 

such models better suited to modelling rates over multiple future time points, and the functional forms and 

distributions used in the model may lead to tractable evaluation of derivative contracts, making such models 

attractive when market consistency is required.  Numerous such models have been created and studied, with 

(Brigo D. 2006) being a comprehensive source of further information. 

Do note that parametric models are themselves dimension reduction techniques, in that a small number of random 

drivers are used to produce simulations of the entirety of the yield curve.  However for the reasons above, they 

differ significantly from the main type of model we focus on in this paper. 
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The following table summarises the broad differences between the two model types: 

Non-parametric Parametric 

 Better fit to historic (“real world”) 
data 

 Single time step (relevant for 
Solvency II) 

 Approach can be applied 
consistently across multiple risk 
groups 

 May be market-consistent by 
design 

 Defined over multiple time steps 
 

 Model form specific to the 
application 

1.4.2 Consideration of the economic cycle 

It may be thought that future risk movements are dependent upon current levels and past movements, i.e. the state 

of the economy at the time and recent trends.  For example, a large fall in markets could be argued to be less likely 

immediately after a first large fall has happened.  As well as appealing to theory, there are financial stability 

reasons as to why this is important – incorporating such an effect into a capital model would reduce levels of capital 

requirements in times of stress, and thus has a counter-cyclical effect on firms‟ balance sheets and the markets.  

We call a model that takes this into account a point-in-time model. 

Meanwhile, a through-the-cycle approach would ignore this effect, instead producing stresses and hence capital 

requirements that are more stable through the economic cycle.  Such an approach simplifies the analysis to be 

performed and communicated (it is borderline impossible to identify with any confidence what point of the cycle the 

economy is currently in), and is able to utilise all the historic data irrespective of economic state.  Additionally, note 

it is far from a guarantee that using a point-in-time model will give rise to counter-cyclical capital requirements, and 

could instead exacerbate cyclicality. 
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Having discussed modelling issues specific to interest rates, we now discuss a broad class of models we shall call 

dimension reduction techniques that could be used to model said rates, describing some particular forms in detail. 

2.1 What is a dimension reduction technique? 

Dimension reduction techniques are useful when analysing large data sets of interrelated random variables, as a 

means of reducing the set to a set of smaller dimension whilst retaining important properties of the data.  A good 

dimension reduction technique will identify the intrinsic dimensionality of the data – the minimum number of factors 

that can explain all the significant features.  Such techniques are used extensively for purposes of data 

compression, imaging, noise reduction, as well as predictive modelling. 

As a simple example, below is shown a scatter plot of observations from a two-factor random variable, along with a 

green line we shall call the “principal axis”.  Note that the data lies approximately along this one-dimensional axis, 

and thus a modeller short on space and time may find that analysing and modelling just the values measured in 

terms of distance along this axis provides a simple and accurate proxy for the two-dimensional system. 

 

Data points exhibiting a strong positive correlation, with principal axis shown – measurements along this single axis capture most of the data‟s 

properties 

2.2 Why would we want to use such techniques? 

The benefits of dimension reduction can be described as benefits of practicality, and of insight: 

 By reducing the size of the data set to be considered, benefits in terms of storage, handling and run time 

are achieved. 

 

 The significant factors identified by the dimension reduction technique may have intuitive meanings, which 

may aid in gaining an understanding of the system of variables being modelled and the underlying (latent) 

drivers of its behaviour. 

 

Having discussed in the previous section how the yield curve is a collection of individual point risks, it should 

hopefully be clear that dimension reduction techniques could be useful in its modelling. 
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Principle of dimension reduction on yield curve data – many data series, say one for every term in annual increments, reduced to a smaller set 

of components to be modelled 

2.3 Principal components analysis 

2.3.1 History 

Principal components analysis (PCA) is probably the oldest and best known dimension reduction technique.  Its 

beginnings can be traced back to (Pearson 1901), as a solution to a geometric problem, with the standard 

algebraic phrasing of the method being introduced independently of Pearson‟s work by Hotelling (Hotelling H. 

1933).  With the introduction of modern computers the application of the method to large data sets has become 

feasible, and since the method has seen widespread use in a variety of fields. 

2.3.2 Financial history 

Litterman and Scheinkman‟s seminal paper (Litterman R. 1991) is credited with introducing the PCA method to the 

financial community.  They applied the technique to the US government yield curve, concluding that there are three 

major components driving yield curve movements – the so-called level, slope and curvature movements mentioned 

in 1.3. 

The key practical message of their paper was to illustrate how exposure to individual components could be directly 

hedged, and the superior hedging capability compared to a simple duration-hedged portfolio was illustrated.  

Appendix D – Hedging with components of this paper outlines how one would implement such a hedging strategy 

in practice.  

Presently, PCA is used during the calibration of multifactor interest rate models for market-consistent modelling, 

and as a means of modelling on a real-world basis for value-at-risk type calculations.  The second point 

encompasses the modelling of one year interest rate movements for Solvency II, our main interest in this paper. 
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2.3.3 The mathematical technique 

Suppose our data consists of   series each containing   data points, which we shall write as an       matrix 

           .  In the context of yield curves, each of the   series would be a point on the yield curve, and each of 

the   data points would be the yield at a given date.  We wish to be able to write 

       

Where       
       

   is a        matrix such that each row is a “principal component” orthogonal to the others, 

and   is a        matrix of component magnitudes, each column having mean zero.    forms the data set of 

reduced dimension, this dimension being  . 

To achieve this, we first centre the data so that each series has zero mean: 

          

Where    is the series mean:     
 

 
     
 
   .  This gives a “de-meaned” data matrix   . 

Then, the symmetric matrix of covariances between series is given by (up to a scalar factor): 

        

It is the case that there can always be found an orthogonal matrix   and diagonal matrix   such that 

       

This is the eigendecomposition of  .  The columns    of   form a set of orthogonal vectors – the eigenvectors of   

- with the non-zero entries     on the corresponding columns of   being the associated eigenvalues.  These 

eigenvectors    are known as the principal components, which we can rename as    . 

The de-meaned data can be projected onto a component by multiplying the data matrix by the component vector: 

Projection onto     principal component =           

Doing so, it follows that the variance of each projected series is equal to the associated eigenvalue, and that the 

projected series are orthogonal to one another: 

       
            

             
             

Thus, the data   can be thought of as arising from a set of orthogonal (uncorrelated) components, each with its 

own variance.  Reordering the components in descending order of variance, the percentage of total variance 

explained by the data set projected onto the linear subspace spanned by the first   components can be expressed 

as: 

                     

 

   

      

 

   

  

2.3.4 Preliminary comments on the technique 

In mathematical terms, the technique provides a linear transform of the data such that the transformed series are 

uncorrelated to one another.  This is a useful property to have since it suggests the data projected onto the 

components can be analysed without consideration of dependence with other series, and distributions fitted to 

these components can then be easily combined to give distributions for points on the yield curve. 



 

Dimension reduction techniques and forecasting interest rates  12 

Moreover, if volatility is viewed as being the primary descriptor of the data, by choosing just to retain information 

based on projections onto components with the largest eigenvalues one has reduced the dimension of the data 

under consideration whilst retaining as much of the information of interest as possible. 

This provides us with a workable means of forecasting future behaviour of the series, by modelling a small number 

of risk drivers (the most significant principal components) that we‟ve found adequately describe the behaviour of 

the larger data set, and translating these back into a full yield curve – in this way we can use the technique in a 

predictive capacity. 

Note also that the projected data in itself may be useful for many purposes, for example in image processing and 

compression the first few components may be retained and the others thrown out to give a resulting image file of 

much reduced size, with minimal loss of definition.  We would refer to this as using dimension reduction as a 

descriptive technique. 

The components can also be interpreted geometrically; ranked in order of eigenvalue, it can be shown that the 

subspaces of dimension 1,2,3,… defined by projecting    onto the first components are the linear projections for 

which the sum of squared perpendicular differences from elements of    to the subspace are minimised – intuitively 

this is consistent with the components being the best linear descriptors of variance. 

  
Left: Original data set with first principal component shown in green.  Right: data projected onto the component axes – most variability occurs in 

direction of PC1. 

Additionally, note the technique is completely independent of any functional forms or parameters; the data set is 

the only input.  In this way, the quality of a fit is not constrained by any particular model‟s properties.  However, it is 

this generality that leads to many questions and areas of disagreement when implementing – we shall discuss 

these at length later in Section 3. 

Finally, let us comment that the technique is simple to implement - for data sets where the number of series is not 

excessively large (as is the case for yield curves), readily available algorithms such as the Jacobi method can be 

employed to find a covariance matrix‟s eigenvalues. 

2.4 Non linear PCA 

A limitation of the PCA method described above is that the covariance measure only identifies linear dependence 

between variables, and the resulting components span linear subspaces of the data space.  This may result in the 

technique not effectively providing insight into data sets that exhibit non-linear relationships between variables. 

Take for example the two-dimensional data set plotted on the below graph; there is a clear trend in the data with 

the points generally being close to the quadratic curve shown in green – collapsing the data set onto the curve 

would retain much of the data set‟s information.  However, any component derived through PCA would take the 

form of a straight line, which would not provide a good fit. 
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A two dimensional example of non-linear dependence 

In the non-linear generalisation of PCA, the data is first transformed using a suitable function, so as to make the 

dependence between variables “more linear”, so that standard PCA can be applied in the transformed space.  In 

the above example, we might think the following transform would be sensible: 

                 
   

However in practice it is rarely this simple to spot suitable transforms, especially when the data is of higher 

dimension.  To add further complexity, it may be beneficial for the function to map into a higher dimensional space.  

This limits the use of this simple approach. 

Before we cast aside this approach though, we should mention kernel PCA.  It turns out when computing principal 

components having first applied the   mapping above that the images of data series feature only in inner product 

functions, i.e. expressions of the form    .  These inner products can be expressed as a kernel function: 

                 

And thus one need not choose an explicit   in order to apply non-linear PCA, just a kernel function.  Common 

kernel functions include the Gaussian and polynomial kernels.  This method of exploiting the fact that mappings 

appear always as inner products is known as the “kernel trick”. 

A downside of using kernels is that, because the map   is not known, it is difficult to go from components and 

projections in the transformed space back to the original space – as would be required if using the model in a 

predictive capacity.  Indeed, it is often the case that the exact solution in the original space does not exist.  This is 

known as the “pre-image problem”, and generally requires difficult non-linear optimisation techniques to solve 

(Kwok J. 2004). 

2.5 Independent components analysis 

We have seen how PCA produces orthogonal (uncorrelated) components.  Independent components analysis 

(ICA) is an extension that seeks to find components of the data that are statistically independent.  This is a much 

stronger condition than exhibiting zero correlation, which is only a second-order measure of dependence.  Only in 

the case of the multivariate normal distribution do the two properties coincide, hence this technique is particularly 

relevant when the drivers of the data are non-normal. 
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Just as with PCA, the model is linear and we wish to be able to write 

       

Where   is a       matrix where each row is an “independent component”, and   is a       matrix of 

component values.  In this way the data will be reduced to   dimensions. 

Deriving such independent components is attractive when modelling interest rates:  Firstly, it is much simpler to 

generate independent random numbers than those with complex dependence structures, simplifying the generation 

of sets of future yield curves for a Monte Carlo model.  Secondly, independent components should have the most 

understandable economic meaning, since they relate to underlying drivers of movements, and would form a 

suitable basis of curve movements from which to generate stress tests (Charpentier A. 2010). 

Methods of calculating independent components are more complicated than for PCA, with alternate methods 

producing different components depending on the measure of independence that the method seeks to optimise.  

As a simple example, the target may be to maximise the kurtosis of the components – high kurtosis series are not 

likely to arise from mixtures of other independent series (Chan L. 2001).  Numerous ICA algorithms are readily 

available in mathematical packages, FastICA and JADE being two of the best known. 

The shapes of the components arising from ICA tend to differ from PCA, though appear consistent between ICA 

algorithms used (Molgedey L. 2001).  The level, slope, curvature effect is no longer certain to occur: 

 

Four independent components derived from UK yield curve data – the level, slope, curvature effect seen with PCA isn‟t here! 

Instead, these components can be attributed to independent (and hence fundamental) drivers of yield curves 

movements – and there is no good reason why such drivers need give rise to curve movements orthogonal to one 

another.  We shall later return to how the shapes arising from PCA, though intuitive, may not be accurate 

descriptors of the drivers of yield curve movements. 

ICA appears to capture variance comparably well to PCA, despite the component shapes not being as distinct from 

one another – in the four component example that the graph above corresponds to, an average of 99.5% of the 

variance of the points on the historic yield curve was captured in the first four components. 

2.6 Polynomial components 

2.6.1 Imposing structure on components 

So far the techniques we have seen for producing components have not placed any restrictions on the form of the 

components.  However, in the application to yield curves there is a natural ordering to the data series, namely by 
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the terms to maturity of the points on the curve, and it is intuitive that when ordered in this way the data should be 

smooth. 

A way of recognising such smoothness is to use a functional form for the component shapes, polynomials perhaps 

being the most obvious choice.  The polynomial components method identifies uncorrelated components of the 

following form: 

  
   

             

Where         is an order j polynomial, and      are some decay factor.  Imposing such a form on the component 

shapes aids in interpretability, though the resulting components explain a smaller amount of variance compared to 

PCA. 

 

Order zero, one and two polynomial components of UK yield curve changes – note the smoothness 

To find such components requires several choices to be made along the way.  Firstly, a suitable value for the 

decay factor   must be chosen.  Secondly, in the method described below the components are not derived from 

the full data set, rather only a subset of term series of equal number to the number of components required must 

be considered (hence why the method does not capture as much information).  Both of these are quite subjective 

assumptions, introducing ambiguity into the model.  Heuristic methods for choosing   have been proposed 

(Benchmarking Stochastic Models Working Party 2008), and we shall later mention considerations relating to 

choosing appropriate term series. 

2.6.2 The mathematical technique 

As with other linear methods, we wish to find   and   such that  

       

Where   is a       matrix of polynomial components,   is a       matrix of component magnitudes, and the 

data matrix   is       - only   of its   columns are being considered here.  To be precise, 

       

 

 
 
 

       
 

       
 

 

 
 
 

    
   

    
   

 
                 

                      
    

 
 
   

Where   is lower-diagonal (the rows of   define the coefficients of the polynomial components), and          , 

where      form the set of term points whose series are the columns of  . 
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Hence, 

          

Let us require that the columns of   form uncorrelated series of unit variance (as in PCA), and let us write   for the 

covariance matrix of  .  Then, 

                     

Hence  

               

And   can be deduced by Cholesky decomposition. 

Note here dimension reduction occurred at the step of considering only   term series in the analysis.  It is possible 

to let    , find   polynomial components and then choose to retain only   of these, i.e. apply dimension reduction 

after finding the components, as is done with PCA.  However because the method as described above ensures the 

variance of the data series projected onto each component is equal to one, it is no longer so obvious which 

components to retain. 

2.7 Diebold-Li 

The following approach is similar in many ways to that of polynomial components, in that a functional form is 

associated with the components used. The only difference is that the form of the components is even more tailored 

to the particular application.  

In (Diebold F 2005), it was suggested that the Nelson-Siegel yield curve model could be used as a means of 

forecasting interest rate moves.  Under the (three factor) Nelson-Siegel model spot yields are given as 

                 
           

   
       

           

   
            

Where        is the spot yield at time   of term  , and the      and    are (time varying) parameters.  The three 

expressions following the     can be interpreted as components describing the level, slope and curvature of the 

yield curve respectively. 

Diebold and Li propose fixing lambda, and using least-squares regression to find the      providing the best fit to 

historic yield curves.  Distributions can then be fitted to the additive changes in the parameters, providing a means 

of forecasting future parameter values from which future yield curves can be constructed.  Note also that the 

parameters are assumed to move independently of one another (In their analysis Diebold and Li found correlations 

between the    to be small, the model can be adjusted if this does not hold). 
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Three Nelson-Siegel components describing the yield curve shape, to be modelled then combined 

The main attraction of this method is its compatibility with the data being considered:  It may be the case that the 

data to be analysed is a fitted yield curve, produced using Nelson-Siegel or otherwise. Thus the data has already 

been dimension reduced (to the number of parameters in the functional form for the yield curve), and using any 

alternative technique for finding components will only lose further information.  Meanwhile if the curve fitting is 

being performed in-house, the technique is a straightforward to perform since all the required data is at hand. 

2.8 In summary 

We have described a selection of dimension reduction techniques in this section.  This was far from an exhaustive 

account, but covered those most likely to be applicable and useful for yield curve modelling.  Below we summarise 

the key features of each of the linear methods: 

Method Advantages Disadvantages 

Principal components  Well studied 

 By construction, explains 

most variance 

 Only considers data 

covariances 

Independent components  Components most accurate 

descriptors of “drivers” of 

data 

 Ambiguity in measure of 

independence 

 Components may look 

similar 

Polynomial components  Components have simple 

form, smooth 

 Subjectivity in decay factors, 

terms of data to use 

Diebold Li  Components suited to yield 

curve application 

 Possible consistency with 

yield curve data 

 Does not immediately 

generalise to increased 

factors 
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In this section we outline various intricacies that should be considered when modelling interest rates using 

dimension reduction techniques, in particular PCA.  Careful thought around these issues is required in order to fully 

appreciate how one‟s model works, and avoid unintended consequences. These issues are grouped into four 

broad categories:  

 methodology choices – section 3.1; 

 data – section 3.2; 

 information lost – section 3.3; and 

 components – section 3.4 

In each sub-section above, we discuss what the issues are within each category and explain why they are 

important. Where relevant, we also explain how they may impact capital calculations in a Solvency II framework. 

We also refer to analyses we have performed based on our model office – a fictional company with three business 

units: term assurance, annuities and investment contracts. See Appendix A – Model office used and Appendix B – 

Baseline analysis for details of our model office and base results.  Analyses are then performed by adjusting 

assumptions in turn, these analyses are summarised in Appendix C – Analyses performed on model office, which 

where relevant will be referred to in the sections below. 

3.1 Methodology choices 

There are a number of choices to make when applying the PCA method. While making these choices, we are 

essentially making assumptions about the behaviour of the variables being modelled. It is important to understand 

the impact of these choices, the underlying assumptions implied and more specifically, the impact of these on 

internal model results when applied to interest rates modelling in a Solvency II context. 

The key findings for each of the methodology choices covered are summarised in the table below: 

Methodology choices Key comments Section ref. 

Distribution of the underlying 

data 

No distributional assumption is required on the 

underlying data in order to apply dimension reduction. 

To model the movements in the yield curve 

distributions must be fitted to the component 

magnitudes. We recommend considering various 

distribution types in order to ensure a good fit. 

3.1.1 

Measure of interdependence Using a correlation matrix is somewhat equivalent to 

standardising the data series, may reduce biases. 

Other weightings of the data are possible. 

3.1.2 

Dimensionality Various methods proposed to help determine the 

intrinsic dimension of the data. 

3.1.3 

 

3 Some complexities 
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3.1.1 Distribution of the underlying data 

A mistaken belief held by some is that PCA relies on the underlying data following a multivariate normal 

distribution.  This is untrue, and it can be noted from the mathematical description of PCA that no distribution 

assumption at all is required. 

Note however that because of the relevance of linearity and covariances to the PCA method, it is the case that 

many additional properties hold true of the components when the underlying data is assumed to be normal, that do 

not hold in generality.  The most relevant to us is that if the data were to be normally distributed, so are the 

components. 

 

Illustration of the distribution of forward rate changes - distributions differ for each term, and can be considerably non-normal 

The data projected onto the components can be analysed in order to fit suitable component distributions, which 

when combined hopefully result in distributions for the points of the yield curve that are close to the empirical data.  

We refer to the data projected onto a particular component as a component multiplier. 

It turns out that distributions of the multipliers are non-normal.  The graph below shows one of these distributions – 

it is a distribution with considerably fatter tails than the normal distribution.  There is a choice as to what is an 

appropriate distribution to use to model the component – three candidate distributions are shown on the graph: 

 

Distribution of the magnitude of first component from our baseline analysis.  Three fitted distributions shown. 

The first is a normal distribution, chosen so that its variance agrees with the empirical variance.  As we have 

mentioned, this normal distribution will have thinner tails than as exhibited by the data, and so may understate risk.  

Adjusting the variance so that a particular (extreme) percentile of the data is matched would be one fix, but it is 

dangerous to place too much emphasis purely on extremes of the data set, given that data will be scarce in this 

region. 
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The second distribution shown fitted to the data is a Gaussian kernel density estimator.  This is a non-parametric fit 

to the data, with the density being produced by combining individual normal distributions centred on each data 

point.  This approach certainly gives a good fit of the data, however it is not particularly reliable in ranges where 

data does not exist (e.g. the tails), and it can give rise to a not particularly smooth distribution – in many 

applications we would expect that distributions are smooth and unimodal. 

The third distribution shown is from a four parameter family (Johnson N.L. 1949) of distributions, chosen so as to 

match the first four moments of the data.  By matching these moments we find we get a good fit to the data 

(goodness-of-fit tests pass), including tail behaviour that looks realistic.  Additionally, the parametric forms of these 

distribution families guarantees smoothness, and often ease of generating samples.  There are multiple such 

families capable of providing a strong fit to the data, each with differing features and tractability.  Based on previous 

work, we have found these forms of distributions to be extremely powerful tools in risk modelling. 

One additional point to consider is dependency between components – we have seen that the principal component 

multipliers are uncorrelated, but not necessarily independent (unless they are jointly normally distributed).  

However we usually see that when simulating components for projection purposes this higher order dependence is 

ignored, with the component samples being generated independently of one another – a potential source of 

disconnect between the model and reality
2
. 

3.1.2 Measure of interdependence 

We have seen in PCA that the matrix of covariances is the source of information from which the components are 

deduced.  This matrix is a measure of interdependence between the set of data series, and one may question 

whether another measure of interdependence – a correlation matrix, could be used in its place. 

This is an issue of scale.  Take as a simple example an analysis on a data set consisting of the two variables 

height and weight, shown below by the blue dots.  There is (unsurprisingly) a clear positive relationship between 

height and weight.  However, the components we deduce depend on whether we consider a correlation matrix or a 

covariance matrix, and furthermore if a covariance matrix is considered there is also dependence on the units in 

which we measure the data (i.e. meters or centimetres). 

 

First principal component of height-weight data, derived from correlation matrix, from covariance matrix measuring height data in metres, and 

from covariance matrix with heights in centimetres respectively- each is different 

                                                      

2
 As an example, Spearman‟s rank correlation is an alternative method of dependence, calculated as the Pearson 

correlation of the ranks of a pair of data sets.  Samples generated independently of one another will have zero rank 
correlation, yet often principal component multipliers found from historic data have significantly non-zero rank 
correlations, despite exhibited zero pearson correlation. 
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Mathematically, if we have our data set                with covariance matrix                        and a set of 

scalars             , then the covariance matrix of                    is:                         .  This is not a trivial 

transformation in terms of matrix operations, and consequently the eigenvalues of the new covariance matrix (i.e. 

our principal components) differ from those of the untransformed data set.  Note that when the scaling factors are 

the reciprocals of each series‟ standard deviation, the correlation matrix arises as a special case of the above. 

As can be seen by the graph below, yield change volatility (or yield volatility) is not constant across the spectrum of 

terms, being highest for shorter terms
3
. 

 

Standard deviations of log-changes in forward rates, by term (UK data).  Volatility differs by term 

By using the correlation matrix in the PCA analysis, equal weight and hence importance is placed on each term 

point, with only variability between terms being taken into account.  Using the covariance matrix, the components 

tend to be more accurate descriptors of the yield curve behaviour at the most volatile points of the curve.  (Lardic S. 

2001) concludes that a correlation matrix should be used in PCA analysis since a covariance matrix approach 

leads to scenarios where a large percentage of total variance is explained by few components, just because more 

variance is concentrated on particular terms – it is not completely obvious this is always a bad thing though. 

We can also consider the effect of applying arbitrary weightings to the series – this may have useful applications, 

and is a topic we shall return to in section 4. 

3.1.3 Dimensionality 

Our goal is to reduce the dimension of our data set towards its intrinsic dimension.  The question is, how many 

dimensions should we reduce to and how should we come to this conclusion? Assuming for the moment we are 

only interested in capturing the volatility of the data, below we give four methods for identifying the dimension: 

a) Threshold percentage of variance explained 

As mentioned earlier, if           are the set of eigenvalues arising from PCA, listed in descending order, then the 

percentage of total variance given by movements in the first   components is given by 

   
          

          

 

                                                      

3
 Arguably volatility should tend to zero as the term point of the yield curve gets large, since the ultimate forward 

rate should be “stable over time” (CEIOPS 2010).  We don‟t see this effect in the graph, perhaps since 16 years is 
not a sufficiently long-term rate. 
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Hence one rule to decide the number of dimensions that explain the data is to choose   such that the percentage 

of total variance explained exceeds some threshold value.  Similar approaches can be taken for other dimension 

reduction methods such as polynomial components. 

b) Scree plots 

A common means of illustrating the significance of each component is a scree plot – a chart of component number 

against associated eigenvalue.  An example is shown below.  A heuristic rule for choosing the number of 

components to use is to identify the “elbow” in the chart – the point where the gradient of the curve joining the point 

goes from steep to narrow.  Yet another rule is to identify the component number beyond which the curve joining 

the points in the plot is flat (no necessarily horizontal), and retain this number of components. 

 

Typical scree plot illustrating an „elbow‟ at component number three, and the line being flat beyond component five 

c) “Broken stick” rule 

An alternative approach is the so-called broken stick rule.  It can be shown that if a stick of unit length is broken at 

random into   pieces, then the expected length of the     largest piece is 

   
 

 
 

 

 

 

   

 

The rule then states that the     component should be retained only if the proportion of variance it explains is 

greater than   . 

 

Typical scree plot with broken-stick function     - method suggests two components should be retained 
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d) Statistical tests for non-noise components 

One final rule we suggest, of slightly more statistical rigour, is to compare the eigenvalues arising from 

standardised data (i.e. from the correlation matrix) against upper percentiles of those arising from data with no 

structure.  Eigenvalues greater than the confidence level can be concluded to be statistically significant (i.e. arising 

from real interdependencies in the data) and should be retained. 

For example, If 95% of the time the fifth eigenvalue of the data‟s correlation matrix was found to be greater than the 

fifth eigenvalue arising from applying PCA on an equally sized set of independent standard normal random 

variables, it suggests the component is capturing some intrinsic structure of the data rather than simply describing 

“noise”. 

 

Scree plot with 95% confidence interval suggesting two components are statistically significant 

All of these rules involve elements of subjectivity, and they may suggest different numbers of components are 

significant for the same set of data.  Though it is difficult to say which is “best”, they all at least introduce some 

formalism into the component number decision making process. It is suggested that a combination of the above 

methods plus a level of judgement should be used in deciding the dimension to reduce to. 

As well as helping to identify the dimension, the above methods aid in getting a feel for the amount of information 

lost by discarding components.  In section 3.3 we discuss the implications of this lost information and what can be 

done about it. 

3.2 Data 

We now consider the data issues specific to interest rates modelling and projecting future movements.  The key 

findings for each of the methodology choices covered are summarised in the table below: 

Data issues Key comments Section ref. 

The data to collect 

Pre-processing of the data Consideration should be made for fitting/dimension reduction 

applied by the data provider – this may make some models 

more suitable than others. 

3.2.1 

Frequency of data Movements can be more or less volatile at certain points in 

the month (e.g. month-end or mid-month). Closer inspection 

of the data is required if time steps used are longer than the 

frequency of data. 

3.2.2 
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Term series to use Analyses show that the capital requirement calculated can 

differ significantly depending on the maturities chosen for 

PCA. Factors to consider when choosing maturity terms to be 

included in PCA are data history, reliability of the data and 

business exposures. 

3.2.3 

Spots or forwards Forward rates are more “fundamental quantities”, analysis 

based on these may be more insightful. 

0 

Compounding type Unlikely to have material impact unless large movements in 

data 

3.2.5 

How can one year changes be estimated from the data? 

Limited data length Three methods of increasing number of data points are 

discussed in this section. 

a) Monthly overlapping data points gives similar results as the 

average of annual non-overlapping data points for all calendar 

months although autocorrelation in the overlapping data 

complicates the goodness-of-fit tests. 

b) Analysing changes over a shorter period of time generally 

gives unstable results and a method needs to be defined for 

converting these changes to annual changes. 

3.2.6 

Data transformation Modelling increments is more appropriate than modelling the 

rates themselves.  There is a spectrum of transforms to 

measure the increments of. 

3.2.7 

Data centering Subtracting the mean from the data is advisable, to avoid the 

first component being dominated by a drift term 

3.2.8 

Incorporating a drift term A drift term can be incorporated in the model, so as to reflect 

current market data 

3.2.9 

What should we do on the maturity terms with no available data? 

Missing data before the last 

point 

Either the data or the components could be interpolated.  

Interpolating data impacts the resulting component found from 

the data, perhaps adversely 

3.2.10 

Beyond the last data point The data, components or simulated curves could be 

extrapolated.  Extrapolating components is the simplest and 

avoids pitfalls, though how to extrapolate components is 

subjective. 

3.2.11 
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Interest rate data is available from a number of providers, who may publish rates that 
have been processed, at different frequencies and may be expressed in different formats 
– which data should we use for PCA? 

3.2.1 Pre-processing of the data 

As mentioned when we described the Diebold-Li model, the set of yield curves one uses in the calibration process 

have arisen from a fitting process based on market data and assumptions, applied either by an external data 

provider or internally.  Some fitting methods considerably reduce the dimensionality of the data themselves, and 

thus may impact the number of material components identified by subsequent analysis of the data. 

One might go so far as to say that if we know the functional form that describes the historic yield curves and it is 

sufficiently low in dimension, it is preferable to base our analysis on the parameters that describe the function (even 

if that means back-solving for these) rather than naively applying a standard dimension reduction technique.  At the 

very least it is sensible to make attempts to understand how the curves being used have been derived, and any 

impact the method will have on the analysis
4
. 

3.2.2 Frequency of data 

The modeller has a choice as to the frequency at which data is collected – it may be available daily, weekly, 

monthly etc.  The required frequency of data depends on the model that is to be constructed.  For example, a 

model for interest rate changes over the next year may use historic annual increments in rates as its input – this is 

what is used in the analyses in this paper. 

If it is decided data is required less frequently than the frequency it is available from the data source, then one is 

faced with a choice as to which subset of the data to use.  For example, if one is interested in annual increments in 

the data and it is available in monthly increments, then the series of Jan-Jan values could be collected, or Feb-Feb, 

and so on.  The start point of the data must be chosen. 

If the series arise from a sufficiently long stationary process it would be expected for the statistical properties of the 

data to be invariant to the start point.  However, we find often that certain start points given more volatile data
5
.  

Therefore it is wise to investigate the data closely to identify such issues, and find a starting point representative of 

the data as a whole. 

See analyses 2 and 3 of Appendix C – Analyses performed on model office for results of the analyses mentioned 

above. The graph produced in analysis 3 is copied below: 

                                                      

4
 For example, Eurozone yield curves available from http://www.ecb.europa.eu/stats/money/yc/html/index.en.html 

 are based on the Svensson model, and the model parameters are available from the same site.  US yield curve 
model parameters are also available from http://www.federalreserve.gov/pubs/feds/2006. 
5
 For example, we find month-end yield curve data from the Bank of England is more volatile than mid-month data 
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1-in-200 exposures of our business units to rates vary depending on the day of the month from which the annual rate increments used in the 

model calibration were measured from.  The calibrations are based on overlapping data – the first two with monthly time steps, the third daily.  

3.2.3 Term series to use 

Each term point on the yield curve will have its own data history, with these term series potentially differing in 

length and other properties.  For example, the longest term of the yield curve data published by the Bank of 

England has increased over time. 

The longer the data history of a term series, the more suitable it is for the purpose of modelling 1-in-200 year event.  

One often needs to strike a balance between ignoring term series with short histories and using sufficient series to 

capture all the material yield curve movements of which the business is sensitive to. 

The following factors should be considered when choosing the term series to be used for the analysis: 

 Data history – the longer the data history of a particular maturity term, the more statistical significance 

it carries. 

 

 Consistency – data series for some maturities may look inconsistent compared to the others, for 

example they may contain missing values, or values markedly different from those adjacent to it (both 

chronologically and in term). 

 

 Availability of liquid assets – consideration should be paid to the distribution of the terms of the assets 

that make up the yield curve, both now and historically.  Assets corresponding to points at the long end 

of the curve may be rare, with most long-end points of the curve arising through interpolation.  

Choosing to analyse terms associated with liquid parts of the curve will result in capturing more 

information on the asset price behaviour driving the curve, rather than just learning about the curve 

fitting method. 

 

 Business exposures – by choosing the term series to be used for PCA, one should consider the 

business‟s exposures. For example, there is little purpose in collecting data relating to terms beyond 

the longest term of the assets and liabilities held, and it may be sensible  to include more granularity in 

the term structure for terms where exposure is concentrated (and where exposure varies significantly 

by term) 

  

0 

1,000 

2,000 

3,000 

Term assurance Annuities Investment contract 

Month-end 

Mid-month 

Daily 



 

Dimension reduction techniques and forecasting interest rates  27 

3.2.4 Spots or forwards 

There are multiple ways of expressing individual points on the yield curve – spot rates, forward rates, par rates and 

so on.  Since we have illustrated the PCA method is not invariant under non-linear transforms, different resulting 

components and shocks will be deduced based on the form of the data to be analysed.  There are two interesting 

points here: 

Firstly, let us note that if we write    for the (continuously compounded) term   spot rate and      for the forward rate 

between times   amd  , then the spot rate may be expressed in terms of one year forward rates as follows: 

   
                  

 
 

That is to say the spot rates are given as the “average” of the one year forward rates up to the given term.  Thus, 

one would expect spot rates to be greater correlated with one another than forwards, with the forward rates being 

more fundamental quantities.  The same argument holds for the changes in these quantities.  In a PCA analysis, 

this could result in an analysis based on spot rates identifying that the vast majority of variance is explained by just 

a few (too few) factors due to the high correlation between rates. 

Secondly, a model based on analysis of spot rates may give rise to yield curves where the associated forward rates 

are negative (even if relative or log changes in spot rates are modelled, keeping the spot curve positive).  To see 

this, we can manipulate the equation above into the form 

                      

From which it is clear that a scenario where    is small and      large gives rise to a negative forward rate.  Since 

yield curve theories expect the forward rates to be at least the future costs of borrowing, a negative value seems 

implausible. 

Another option would be to perform the analysis on zero coupon bond prices rather than rates.  This has the benefit 

that the business‟s assets and liabilities will be linearly related to the values under analysis (ignoring options and 

guarantees), relevant if a proxy asset-liability model with these modelled values as inputs is used by the firm – 

since such models may not always best capture non-linearity effects. 

3.2.5 Compounding type 

Additionally, if it is decided that data should take the form of rates, there is then the question of what compounding 

type of rates to consider.  If we write     for an annually compounded rate and     for a continuously compounded 

rate, the two are related in the following way: 

                   
 

 
   
    

Hence, in the common case where rates are small numbers and thus their squares insignificant, we might expect 

the choice of compounding type to make little difference to the results of the analysis. 
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Insurers face capital requirements based on a one year value at risk measure, how 
should the data be analysed to help in estimating one year changes? 

3.2.6 Limited data length 

In contrast to the banking industry where VaR to be reported commonly relates to the next trading day, insurers 

face capital requirements based on a one year value at risk measure.  Consequently, the data of most use will be 

in annual increments. 

If one chooses to look at just annual increments of these data points (e.g. just December to December movements) 

then the size of the set will be small – certainly not big enough to reflect 1-in-200 year events with great certainty! 

For example, rates from Bank of England are available from December 1972, if one chooses to look at just 

December to December movements, then the size of the set will be 39, which is not sufficient for a 1-in-200 year 

event analysis. 

This section describes some approaches which can be used to better use the limited data to estimate one year 

movements. 

a) Overlapping data points 

One common approach
6
 to addressing this is to use overlapping data points.  For example if we had data with 

monthly frequency and were interested in annual increments, we could look at overlapping annual changes (i.e. the 

entire set of Jan – Jan, Feb – Feb etc. changes) This will increase the number of annual changes data points by a 

factor of twelve, to a size that might be thought more suitable for use for statistical inference. 

Overlapping data introduces some additional information that may be of use; any analysis of only Dec – Dec 

changes for example may suggest a drastically different distribution to one use Jun – Jun changes.  This is 

particularly true when the sample is small, and it may be wise to at least devote some effort to explaining why the 

different distributions arise empirically.  If one runs a calibration process once per year to be used in a model run 

on a more frequent basis, the use of overlapping data may give rise to an “average” distribution that is suitable to 

be used throughout the year. This argument is supported by an analysis on our model office, see analysis 1 of 

Appendix C – Analyses performed on model office. The graphs produced in this analysis are copied below: 

 

1-in-200 exposures of one of our model office business units, based on interest rate calibration using non-overlapping data starting in each 
month of the year in turn, along with green line showing exposure based on using overlapping data 

  

                                                      

6
 Indeed (Harri A. 2009) states that “the majority of articles in finance now use overlapping data” – suggesting a rise 

in the interest of asset movements over longer time frames 
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However, using overlapping data introduces autocorrelation into the series of (annual) differences as adjacent data 

points share a common period of overlap, as shown in the chart below: 

 

Autocorrelation between 5Y term point of UK yield curve increments when using overlapping data 

Furthermore, (Sun H. 2009) showed both mathematically and empirically that using overlapping data can lead to 

underestimation of the percentiles of the risk distribution, as well as possibly the variance. 

Hypothesis tests for goodness of fit of distributions fitted to components can be applied when working with 

overlapping data, but it should be noted that critical values will need to be adjusted to account for the non-

independence of the data, and are often not readily available from standard tables.  That these critical values turn 

out to differ from those based on non-overlapping data confirm that some extra information is gained from using the 

overlapping data. 

b) Analyse changes over a shorter time period 

Another approach suitable in some cases is to, if concerned with risk value changes, consider changes over a 

shorter time period thus increasing the size of the data set., for example if interested in annual changes, one could 

first calculate daily or monthly changes.  Then, an assumption on the behaviour of the series over time can be 

made to give a resulting distribution of changes over longer period. 

In the simple case of increments being independent and identically normally distributed, this gives rise to the well 

known case of the distribution of changes over the longer period sharing the same distribution as the shorter 

increments, with the standard deviation scaled by the square root of the ratio of the two time-step lengths.  In the 

context of interest rates, the scaling factor might be better derived by assuming the components being modelled 

follow an Ornstein-Uhlenbeck process, or by making more general assumptions and using Monte Carlo. 

c) Bootstrapping 

An alternative way of using changes over shorter time periods is bootstrapping.  This involves randomly sampling 

from the set of short-period increments in order to build up (hypothetical) annual increments, then considering the 

resulting distribution of the expanded set of longer annual increments.  Though a novel idea (Hibbert J. 2007) 

demonstrates how, in applications with financial data, the method throws away time series structures in the historic 

data leading to underestimation of the tails of the distribution. 

3.2.7  Data transformation 

One faces a decision when decided how to analyse the set of data – should the interest rates themselves be 

modelled, or first differences in the series?  If the latter, should the changes be measured additively, or relatively, or 

some other way? 
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The driving factor here is that if one is hoping to find a distribution to use in reflecting future movements by fitting to 

a historic set of data, there is a requirement for (as much as is possible) that data be a collection of independent 

samples from the distribution to be fitted, or at least the data series should be stationary. 

Considering historic rates, it appears by eye that the series exhibits non-stationarity – the plot below shows a 

noticeable downward trend and reduction in volatility since the series in question began.   

 

10 year spot rate from UK government yield curve.  Source: BofE 

A more promising approach is to model the increments as being independent random variables, so that the rates 

(or some transform of the rates) follow  a process of the following general form: 

             

The plot of annual log-changes below shows less in the way of obvious trend to suggest the increments are not 

independent.  Statistical tests based on the number of turning points in the set also conclude the hypothesis that 

increments are stationary is feasible. 

 

Annual log-changes in 10Y spot rate from UK government yield curve 

However, the relationship between the observed increments and the starting level of rates suggests assuming 

independent increments does not fully capture the behaviour of rates – high starting levels of rates tend to be 

associated with subsequent downward increments, regardless of how shocks are measured. 

 Additive increments Log increments 

Correl(increment, level) -13% -22% 

 

Consideration of autocorrelations may lead to a successful fitting of an autoregressive model to the data – this 

would lead to a point-in-time calibrated model as discussed in section one, whilst fitting just to the distribution of 

increments could be taken as a through-the-cycle calibration. 
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In addition to the stationarity argument supporting the analysis of rate increments rather than the rates themselves, 

there are other reasons for adopting this approach: 

 Applying PCA to rates will tend to give rise to a first component explaining a large degree of the variance of 

the data – this largely relates to the trend in the data, and dominates the components describing more 

interesting shapes of curve movement. 

 

 It is often an aim to use the yield curve analysis to formulate a hedging strategy.  Since exposures are 

based on rate changes, it is logical to take these changes as the original variables to be described by PCA. 

The lower autocorrelation value seen with additive increments above is one reason why it may be preferable to 

consider these over log increments.  However, it should be remembered that additive shocks can give rise to 

negative interest rate scenarios, reducing the realism of the model.  Additive and relative shocks can be thought of 

as extremes of the increments of a series transformed by a function such as 

              
 

 
                

3.2.8 Data centering 

In order for the results of PCA to be of most use, it is necessary to first deduct the mean of the data, so that the 

components describe only the variance in the data.  If the data series have non-zero means, a PCA analysis on 

this data will return the components to best describe the data when projections are onto planes through the origin, 

as opposed to through the centroid of the data.  Not centering the data will increase the number of components 

required to be retained to capture the same features of the data, and affect the interpretability of the factors. 

The mean of the data can be re-added to the reduced-dimension de-meaned data, if it is required in the particular 

application. 

3.2.9 Incorporating a drift term 

Having performed PCA on de-meaned data, the series of historic component weights will themselves each have 

zero mean and thus (if distributions whose means match the series are chosen for the component weights) the 

expected yield stress will be zero at each point along the curve. 

As discussed in section one, theory states that the forward curve gives an indication about future rates.  Thus, a 

good model may introduce a drift term so that the expected future stresses coincide with the forward yield curve.  

Note additionally if this approach is to be taken, rate increments to be used in the PCA should be calculated with 

the expected drift term at each time point subtracted out, for consistency. 

 

31 Dec 2011 UK spot yield curve, and one year forward spot yield curve – an indicator of the expected spot yield curve in a year‟s time 
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This approach is a first step towards a market-consistent interest rate model.  However such a model would be also 

required to replicate interest derivative prices, placing conditions on rate volatility (and shifting the focus away from 

historic behaviour).  Making headway here requires making assumptions on the processes driving the curve and 

some complicated mathematics, so we won‟t discuss this complicated topic further in this paper - but the interested 

reader should refer to (Brace 1997). 

 

Interest rate data is only available for certain maturity terms – how can we model the 
missing terms? 

3.2.10 Missing data before last point  

The data collected may contain missing or erroneous entries within the defined part of the curve
7
, which is not ideal 

if it is desired to model the full yield curve.  These gaps may be for entire histories of particular term points, or just 

particular dates.  There is a choice as to how to address this: 

a) Interpolate the data 

If values are missing for a single date, interpolated values could be calculated, using the data either side of the 

missing entries.  There is little reason to argue for anything other than a linear interpolation method. 

If certain term values of an otherwise defined yield curve are missing, a curve interpolation method to the curve(s), 

in order to “fill in the blanks”.  This could be a simple linear interpolation, or one of the more complex methods 

(such as Smith-Wilson) so as to produce smother curves. 

Note that if interpolating linearly an entire term series, the covariances of the interpolated series is a function of the 

existing covariance structure: 

                                                            

and 

                                                     

Hence, we are not really gaining any new information by the interpolation.  Introducing these new series will 

change the results of PCA though, with greater weight being placed on explaining the variability in the region of the 

yield curve where the new term points have been added. 

b) Interpolate the components 

To avoid the biasing of the data as mentioned above, our dimension reduction technique could be performed on 

data with missing terms, and an interpolation method then applied to the resulting components.  Given the lack of 

tailored interpolation methods for components, simple linear interpolation may be used. 

Note that if using a method such that the components of yield curves take function forms (e.g. polynomial 

components), the components are naturally defined for all term points regardless of the completeness of the data 

set used. 

                                                      

7
 For example, government and swap curves available via Bloomberg provide rates for terms 10 years and 15 

years, but not terms in between. 



 

Dimension reduction techniques and forecasting interest rates  33 

3.2.11 Beyond the last data point 

The term of insurers‟ liabilities may extend beyond the longest term of traded assets used in deriving the yield 

curve today and historically.  For example, the Bank of England‟s government yield curve data has a shortest 

length of 16 years in 1984, whilst it is published up to 25 years today.  We call the longest term of today‟s yield 

curve the last liquid point (LLP), and the minimum longest term of the history of the yield curve data the last 

historically liquid point (LHLP). 

We describe three approaches to producing stressed yield curves which extend beyond today‟s curve length. 

a) Work only with the historically defined curve, extrapolate stressed curves 

In this approach a PCA analysis would be applied using data only up to the LHLP (so 16 years in the BofE UK 

curve example), and stressed curves of this length generated using the components found.  Then, a yield curve 

extrapolation method could be applied to the stressed curves to produce full-length curves. 

A downside to this method is the time and processing power taken to extrapolate each stressed yield curve, of 

which there can be many if the stresses form part of a stochastic model.  Additionally if no drift term is introduced 

and the component distributions have mean zero, one might expect the average of the stressed curves to coincide 

with today‟s curve, which is known up to the LLP.  However since no information of today‟s curve beyond the LHLP 

is used, this will in general not be the case: 

 

Base yield curve, and resulting average curve using simulations of curve up to LHLP, then extrapolation 

b) Use today’s full curve and extrapolated components 

In this approach a PCA analysis would be applied using the same data as in (a) above, but the resulting 

components would be extrapolated so as to define them up to the LLP.  Stressed curves can then be generated by 

applying components shocks up to the LLP, with no yield curve extrapolation required – hence the average 

simulated curve will agree with today‟s curve.  Note of course that extrapolation will still be required beyond the 

LLP – this could be applied on the curve or the components. 

There is no obvious way of extrapolating the components.  At one extreme, the components beyond the LHLP 

could take their value at the LHLP, as shown below.  This could be viewed as overstating the risk associated with 

long-term rates though, and instead it could be argued that volatility of the yield curve should reduce with term, with 

the long term point of the curve being stable.  Hence extrapolating the components so that they decay towards zero 

may be more rational: 
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Component extrapolation – flat, slowly to zero, quickly to zero 

c) Extrapolate the historical data 

Extrapolating the data to be used in the analysis will negate the need to extrapolate the output from the model, 

since it will already be of sufficient length.  However, as we have already discussed such manipulation of the 

source data introduces biases in the dimension reduction technique, causing it to capture artificial information at 

the expense of the more reliable pre-extrapolated data. 

3.3 Information lost 

We have seen that each component describes an orthogonal element of the total variance of the data.  Thus, 

reducing the dimension by restricting our attention to a subset of the components leads to an analysis of a system 

with a reduced total level of variance compared to the original data set.  With adjusting for this, the variance of 

projected yield curves will be understated compared to the historical data – not desirable when the curve 

projections are to be used in quantifying risk. 

The key findings for each of the issues relating to information lost are summarised in the table below: 

Issues relating to information lost Key comments Section ref. 

A component’s contribution to the 

capital requirement 

By removing principal components, valuable information 

of the yield curve data could be lost, which could lead to 

an underestimation of the interest rate capital 

requirement derived. 

A component‟s contribution to the capital requirement is 

not always directly related to the proportion of data 

explained by the component. More focus should be 

placed on the exposures of the business and its hedging 

strategies when choosing the components to use in the 

business model. 

3.3.1 

Ways to allow for the information lost Scaling up the volatilities of the multipliers so that the 

components chosen explain 100% of the data does not 

necessarily solve the problem. 

3.3.2 
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3.3.1 A component’s contribution to the capital requirement 

Each component found explains a certain proportion of the variability in yield curve movements. The more 

components that are deduced from the dimension reduction technique, the more variability of the yield curve data 

is captured, leading to more extreme stress scenarios and therefore higher capital requirements. This means that 

by ignoring components, information present in the yield curve data is lost, and exposure to yield curve risk is 

understated. 

We have discussed in section 3.1.3 four methods that can be used to choose the number of principal components 

to be modelled. Their aim was to strike a balance between reducing the dimension and retaining the important 

properties of the data, and their measure of “information” was the variance of the data.  However, variability does 

not necessarily correspond to a component‟s contribution to the capital requirement. 

We find that three to four principal components commonly explain more than 99% of yield curve variability. 

However, our analysis suggests that a component‟s contribution to the capital requirement is not always directly 

related to the proportion of the data explained by that component. Refer to analysis 5 of Appendix C – Analyses 

performed on model office. 

Section 4 considers a business with a hedging strategy such that there is little exposure to the first principal 

component. This means that changes in this component will have little impact on the capital requirement, and the 

higher order principal components will have a more significant impact than might be expected. In that section we 

propose ways of find appropriate components to use so as to avoid this pitfall. 

3.3.2 Ways to allow for the information lost 

By removing principal components that explain only a small proportion of the data‟s variance, we may still lose 

valuable information on how the yield curve may behave. 

To address this, one suggested approach is to scale up the volatilities of the multipliers so that the overall variance 

associated with the components is equal to the original data‟s variance. Doing so will give more extreme yield 

curve stresses and hence higher capital requirements, yet we still may not produce appropriate capital 

requirements.  Refer to analysis 6 of Appendix C – Analyses performed on model office for a related analysis. 

Despite this, scaling up the component volatilities is advisable, since it is a sensible step toward correcting for what 

would otherwise be a clear understatement of risk.  There is then a choice as to how to apply the scaling – should 

each component‟s volatility be scaled equally, or should the additional volatility all be given to a single component, 

the first say.  Our analysis described in the appendix considers various ways of dividing up the additional volatility, 

showing that each gives different results.  Without knowledge of the business, dividing the variance proportionally 

between components is perhaps the least biased and hence most justifiable approach. 

3.4 Component shapes 

The desire to produce components which can be linked to level, slope and curvature movements in the yield curve 

is typically rooted in the need for people to be able to understand and interpret the components graphically, and 

draw clear distinctions between individual components. 

In this section we discuss ways in which it is possible for the components to better conform to the desired shapes, 

and we also question whether the traditionally accepted primary yield movement shapes are the ones we really 

should be caring about. 

The key findings for each of the issues relating to components are summarised in the table below: 
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Issues relating to components Key comments Section ref. 

The dependence structure of 

interest rates 

Interest rates are positively correlated, more so for term points 

closer together, whilst the short end exhibits more variability 

between nearby points – model should account for this. 

3.4.1 

Level, slope and curvature are 

sometimes unavoidable 

Level, slope and curvature are artefacts of the dimension 

reduction method rather than concepts linked to reality – but 

they still may have intuitive appeal. 

3.4.2 

Smoothing methods There are various ways to adjust the data or method used so 

as to get smoother components and yield curve shocks. 

3.4.3 

Shape invariance Shapes of components may change gradually over time. 

Keeping components fixed from one year to another may 

cause an understatement of capital requirements. Therefore 

the components should be updated on a frequent basis. 

3.4.4 

 

3.4.1 The dependence structure of interest rates 

The chart below illustrates the general form that is expected of correlations between points on a term structure – 

points of similar term exhibit high levels of correlation, with the level of correlation decaying as the distance 

between points increases.  Note also that in this example, based on UK forward rates, the correlation between 

points further apart is larger for the higher terms – suggesting longer terms are more homogeneous. 

 

“Heat map” of one year forward rate correlations.  Rate source: BofE 

Furthermore, the chart is in some way suggesting that the short end of the yield curve may be “more interesting” in 

terms of the relation between term points, tying in with intuition.  A weighting scheme to focus the analysis on the 

short end may be wise, else more of the information lost will be in the short end of the curve. 
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3.4.2 Level, slope curvature are sometimes unavoidable 

(Lord R. 2005) Considered whether the level, slope, curvature movements are some fundamental feature of term 

structures, or instead an artefact of the method (PCA) used.  They defined the level, slope and curvature properties 

in terms of numbers of sign changes of the factors, and proved that for correlation matrices of the form similar to 

those observed in practice (see above) the level, slope curvature components always arise. 

It is also clear that with the polynomial components method, if the polynomial functions are chosen to be in 

increasing order starting from zero, then by construction the level, slope, curvature shapes will be present. 

Contrastingly, we saw in the previous section that independent components analysis gives rise to components of 

different shape, with in our example the first two being “level-like” in shape.  Clearly PCA could not give rise to such 

components because of the orthogonality condition, yet our ICA analysis suggests such movements can be 

attributable to independent sources, and hence are more worthy of consideration than the “artificial” shapes of PCA 

components. 

3.4.3 Smoothing methods 

The components found could be overly “bumpy”, i.e. not smooth curves.  This could be undesirable, since it could 

give rise to equally bumpy stressed yield curves which look unrealistic, or which are such that small changes in the 

business‟s assets and liabilities have a significant effect on the impact of the stress
8
.  The components could be 

made smoother in the following ways: 

 Weighting the data so that less weight is placed on the terms around where the bumps occur. 

 

 Using a subset of the term series in the analysis, and interpolating resulting components or yield curves 

between them. 

 

 Using a functional form for the component shapes, e.g. polynomial components or Diebold-Li. 

3.4.4 Shape invariance 

Are the shapes of the components invariant over time? If so, one is able to project yield curves by simulating 

magnitudes of the fixed-shape curve movements given by the components.  If this is not the case, the veracity 

going from using the components descriptively to describe past movements to predicatively is questionable. 

According to our analysis (analysis 4 of Appendix C – Analyses performed on model office), shapes of principal 

components do change gradually overtime. The graph of principal components based on data up to 2011 and 1991 

is copied below. It can be seen that the shapes of the components have changed over 20 years. 

                                                      

8
 Conversely, it could be argued the components found are simply consistent with reality 
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Principal components derived from UK yield curve data between 1973-2011 

 

Principal components derived from UK yield curve data between 1973-1991 – different shapes! 

As a result, when new yield curves are added into the data series, keeping principal components fixed will likely 

reduce the proportion of variability explained by the components when compared to using principal components 

that are recalculated using the expanded data set. This could impact capital calculations, as supported by our 

analysis (analysis 4 of Appendix C – Analyses performed on model office). It is therefore sensible to update 

principal components on a frequent basis. 
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4.1 What’s an internal model? 

“The Solvency Capital Requirement shall be calculated, either in accordance with the standard formula ... or using 

an internal model... It shall correspond to the Value-at-Risk of the basic own funds of an insurance or reinsurance 

undertaking subject to a confidence level of 99.5% over a one-year period” (European Parliament 2009) 

In very general terms, an internal model is a risk management system owned by and tailored to a particular firm 

and its risk profile.  We view the part of the model required for finding capital requirements as being a four step 

process: modelling the risks, modelling the businesses, aggregating these exposures, and then reporting them and 

other metrics.  

 

 

Internal model steps – this section discusses feeding back business information into the risk modelling stage 

The Solvency II directive also requires that “the internal model is widely used in and plays an important role in the 

course of conducting regular business”.  A good internal model has uses beyond calculating regulatory capital 

requirements; capital requirements could be calculated based on other risk metrics and tolerances, and by being 

able to accurately assess and quantify present and future risks, better informed management decisions can be 

taken. 

This paper concentrates on the first step of the internal model, risk modelling, with the dimension reduction 

techniques we have described being candidate models to use to reflect a firm‟s interest rate risk. In this section of 

the paper we discuss the effect the interest rate model has on the insightfulness of the business model, and how 

considerations of the business can feed back into a more appropriate risk model.  

4.2 Why does our risk model impact the business model? 

The overall goal of the internal model is to help the firm identify and quantify its risk exposures.  Assessment of risk 

over a one-year period is most rigorously done by means of a stochastic model, involving first simulating risk 

scenarios over the one-year horizon, then scenarios at future times (market consistently) for the evaluation of 

options and guarantees present in the balance sheet.  We refer to these as the inner and outer scenarios. 

We have already discussed how such a model is intensive of time and size, and how dimension reduction can be 

used to help in reducing the number of risks.  However even with these, the calculation of such a nested stochastic 

model is beyond the limitations of firms‟ computing power currently, given the complex and rigid structure of today‟s 

business models.  To make the problem more manageable, it is common to evaluate the business under just a 

limited subset of the inner and/or outer scenarios, and then fit some function to the results defined over the whole 

range of risk values – a proxy model.  This model should be manageable enough to be used in Monte Carlo. 

We defer from discussing the broad universe of proxy model fitting methods in this paper, but wish to note that the 

results of any such method will be sensitive to the risk scenarios used in the fitting.  If scenarios are not chosen that 
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reflect adverse events for the business, information of these exposures will not feed through from the full business 

model to the resulting proxy model, and risk to the business will be understated. 

This is by no means a problem uniquely associated with Solvency II internal models and proxy modelling – firms 

have long faced the problem of being able to run only a limited number of stress tests.  We would like to find a way 

of identifying stress tests that are most insightful for the business, which in the context of interest rate modelling 

means identifying suitable components
9
. 

4.3 Making best use limited stress tests 

4.3.1 What do we want our stress tests to achieve? 

There are three motivating factors for considering a particular yield curve stress: 

The realism of the movement, i.e. is it a movement that could feasibly happen in the future?  If this is the primary 

aim, then by the arguments in Section 2 independent components analysis may be the most suitable method for 

selecting components. 

The interpretability of the movement, i.e. is the move clearly understandable and distinct from other?  For 

example, senior management may be more comfortable considering the well-known and understandable level and 

slope changes in the yield curve, even if empirical evidence suggests pure movements of these forms are unlikely.  

Smooth components such as those arising from polynomial components analysis may be most suitable in this 

regard. 

When doing Monte Carlo simulation, capturing the variability of movements, i.e. the uncertainty associated with 

the risk.  We have seen that principal components analysis is best suited at capturing the variance of historic data.  

However, it is not necessarily this variance that is of most relevance to the firm, rather it is the variance of the net 

assets of the businesses, i.e. the outputs of the business model.  Below we consider how we might better capture 

this variability. 

4.3.2 Using prior business information 

Let‟s consider a couple of example portfolios: 

-Business 1: A book of fixed-term annuities, each of outstanding term 10 years.  Unhedged.  

-Business 2: A book of fixed-term annuities, each of outstanding term 10 years, and a zero-coupon government 

bond of term 7 years. 

With the first business, it should be clear that it makes sense to use an interest rate model that only covers the first 

ten years of the length of the curve.  Then for a given number of components, we can explain a larger proportion of 

the historic yield curve movements over the first ten years of its length than if we were to build a model to explain a 

longer yield curve with the same number of components – we would be retaining irrelevant information from data 

beyond the ten year term at the expense of shorter term information. 

The same argument applies for the second business.  However, there is some additional information to consider in 

that this business has a hedging asset, that will approximately duration match the liabilities.  Is utilising the 

components of a standard PCA analysis, with the “level” component so significant, a good idea? 

                                                      

9
 Of course there is no reason why stressed yield curves have to tie in with components used in the interest rate 

model.  However if a compact proxy model is to be fitted that is a function of the components rather than the 
individual term points of the yield curve, it would be difficult to translate information from non-component stresses 
to information useful for fitting. 
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We constructed an example similar to the above, where the business is close to immune to level movements in the 

yield curve.  If we perform a PCA analysis on the  historic yield curve movements, then evaluate the business 

under the scenarios arising by projecting the historic moves onto the subspace spanned by the first n resulting 

components, we find the 99.5
th
 percentile loss of the business differs quite considerably from its true historic value: 

Components used % of empirical 
capital 

requirement
10

 

1 15% 

2 16% 

3 107%
11

 

In other words, the components that best describe historic yield curves do not correspond to the best components 

to explain (hypothetical) business losses as a result of historic yield curve moves – and so our dimension reduction 

has thrown away useful information. 

How can we address this?  This is a hard problem – we would like to use information relating to the business to find 

better components, yet the whole point of getting the components is to use them in a model of the business, to 

work out its exposures.  However, we may have some prior knowledge of the business, either based on past model 

runs, or through a high level understanding of the policies written and investment strategy. 

For example, we could know last year‟s interest rate exposure by term and that no significant structural changes 

have been made since, or it could be possible to do some preliminary stress tests stressing key term points, and 

assuming exposure is a function of term (or knowledge of the business may suggest this is not the case).  

Continuing our example above, we stressed five points of the yield curve in turn in order to identify sensitivities to 

individual points on the yield curve, then interpolated between them to give a rough measure of exposure: 

 

A prior estimate for the business‟ exposure by term, based on stress tests and interpolation 

Remember that in previous sections we have mentioned how a component analysis can be biased or weighted by 

the data or method used.  In those sections this message was cautionary, alerting the reader to this so that they 

could avoid introducing undesired features to the model.  But could we now utilise this to our advantage? 

                                                      

10
 The empirical capital requirement is the 99.5

th
 percentile of the set of losses calculated by evaluating the 

business under each of the historic yield curve moves. 
11

 It may be surprising that the capital requirement is overstated when fewer components are used, and hence 
variance of the set of movements is lower.  This happens when the excluded components happen to take 
counteracting values in the scenarios that are extremal for the included components.  This effect is likely to be less 
noticeable with Monte Carlo simulation. 

0 5 10 15 
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One idea is to now weight the historic data by the (estimated) exposure at each term point, blending together the 

two sources of information.  Each point in the weighted data set corresponds to the loss attributable to that term 

point under the historic yield curve movement, assuming losses are linear.  It appears deriving principal 

components from this weighted data set gives components much better able to capture the business exposure, as 

seen from the following table (the components have been used in the same way as previously): 

Components used % of empirical 
capital requirement 

1 89% 

2 102% 

3 98% 

We should be very clear about what has been done here:  In weighting the data set, we have changed the problem 

that PCA solves – it now gives the components that explain best the individual terms‟ exposure volatility.  Actually it 

is not these quantities we are most interested in capturing the variance of – it‟s the aggregate interest rate 

exposure, so this scaling method is not the true solution, though intuitively and empirically it appears to be a step in 

the right direction.  In terms of intuition, note it gives desirable results in some special cases: 

 When the business has no exposure to a particular term point the weighting and hence component at this 

point will be zero 

 

 When exposure is uniformly distributed along the yield curve the method results in the standard data set 

components – when no term points have more impact than others we would expect the data to be equally 

weighted 

It is additionally advisable to consider the amount of historic yield curve movement volatility accounted for by 

components found using this weighting method – there needs to be a balance struck between considering 

components associated with net assets volatility, and components associated with realistic yield curve movements. 

4.3.3 Cycling stress tests 

We know that using an increasing number of components will result in yield curve movements that converge to 

those observed historically.  We‟ve also discussed how using a large number of components may be prohib itively 

time-consuming, and that it is not obvious what components have the most significant impact on the business 

before using them in stress tests. 

Solvency II requires companies to perform capital calculations a minimum of once a year, but expects the internal 

model to be used on a more regular basis in order to satisfy the „use test‟. For a company with a stable exposure, 

we might expect exposure to different components to be relatively constant over time, and so a good idea would be 

to investigate different stress scenarios based on differing components throughout the year.  For example, a 

business might measure its exposure to the first three components as part of its year end calibration process but 

might measure its exposure to other components as part of its monitoring process each month. The calibration 

could use the following components for each calibration: 

Date Year end Month 1 Month 2 Month 3 Month 4 Month 5 Etc. 

Components 

to use 

1, 2, 3 2, 4, 5 1, 6, 7 3, 8, 9 2, 10, 11 1, 12, 13  

Cycling the components in this manner monitors the main components for significant changes in exposure, whilst 

revealing additional information about the business‟ exposure to later components. The cycle can be adapted as 

the exposure to each component becomes clearer, so that the most significant components are identified and used 

for the year end calibration process and monitored most frequently. 
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5.1 Projecting other market risks 

Yield curves are far from the only multi-dimensional risks that firms are exposed to, and many of the techniques 

and considerations discussed in previous sections are applicable for other risk types: 

5.1.1 Implied volatility surfaces 

Equity option and swaption prices give rise to implied volatilities that vary by term and strike (and tenor), producing 

a surface (or cube) of values.  PCA and ICA methods described previously can be applied with ease, though 

methods constraining the shape of components will have to be adapted for the additional dimension of a surface 

compared to a curve. 

 

An equity implied volatility surface (FTSE 100 June 2011) – PCA or similar could be used to model its movements 

(Alexander C. 2001) proposed applying PCA analysis on changes of volatilities relative to the at-the-money 

volatility, instead of simple changes in the points of the surface.  This makes sense if the volatilities correspond to 

fixed strike prices, else otherwise volatility of the underlying will contribute a great deal of the volatility. 

Similarly, we recommend the consideration of changes in additive (or basis point) implied volatility when 

considering the swaption surface, which avoids the sensitivity seen with Black implied volatilities to changes in the 

underlying. 

In a Solvency II context, the need for such real-world models for the entire implied volatility surfaces over a one 

year time horizon is limited currently – implied volatility is a risk to a firm only if its balance sheet contains options 

and guarantees.  The value of this in one year‟s time will be valued market-consistently, commonly by a stochastic 

asset-liability model.  With a stochastic internal model, the ESG providing the stochastic (inner) scenarios for the 

asset-liability model will need to be recalibrated for each one-year (outer) scenario – recalibration to the full implied 

volatility surface is unrealistic given current levels of computing power.  In future this may change though, giving 

dimension reduction another useful role to play. 

5.1.2 Equity portfolios 

A firm‟s equity risk may consist of holdings of many individual stocks, of varying industry sector, market cap etc.  

The number held may exceed one‟s modelling capacity, and hence a dimension reduction technique may aid in 

effectively modelling the risk whilst managing model size. 

6
0
%

 

8
0
%

 

9
0
%

 

9
5
%

 

1
0
0
%

 

1
0
5
%

 

1
1
0
%

 

1
2
0
%

 

1
5
0
%

 

2
0
0
%

 

0.00% 

20.00% 

40.00% 

0
.5

 

2
 

4
 

6
 

8
 

1
0
 

Moneyness 

Term 

5 Other actuarial applications 



 

Dimension reduction techniques and forecasting interest rates  44 

There are many studies in this area, for example (West G. 2009) applied PCA to the South African TOPI index of 

41 stocks, attributing the first component to general economic trends and the second into a resources/financial 

splitting component.  Being able to attribute changes in particular stocks‟ values to latent factors with economic 

meanings is useful in portfolio selection also – it gives a means of understanding the drivers of a stock‟s value and 

hence its risk profile. 

5.1.3 Multiple yield curves 

(Modugno M. 2009) considered combining yield curve data from multiple economies in a dimension reduction 

technique, and found that information from other economies enriched the forecasting power associated with a 

given yield curve – German yield curve forecasts were improved by including US and UK yield curve data in the 

analysis. 

Indeed this alludes to a wider point with dimension reduction techniques – when data series are highly correlated 

applying such a technique, regardless of any prior groupings of the data series, may yield components that explain 

the data with a smaller number of variables.  The limiting factor to applying these techniques on arbitrary groups of 

data series is the need for the identified components to have at least some easily communicable meaning. 

5.2 Descriptive uses in pricing and beyond 

Another potential use of dimension reduction techniques quite different to the above is in analysing the policyholder 

data used in the pricing process. 

The PCA and ICA techniques we have discussed in this paper are used commonly in the social sciences to identify 

latent factors in respondent questionnaires, say.  Applying a similar analytic approach to policyholder data could 

help identify latent factors driving the policyholder properties submitted on the policyholder application form.  This 

would have two uses: 

 The pricing function used to determine premiums could be based on a reduced number of variables (the 

components identified), streamlining the pricing process 

 

 Important and unimportant components could be identified, aiding in identifying superfluous or lacking parts 

of the policyholder application form – beneficial for both policyholder and insurer. 

Thinking in more general terms, we see in this digital age that firms are amassing ever increasing amounts of data 

on all aspects of their business, the quantities often being unmanageable, yet surely containing valuable 

information on opportunities to exploit and risks to guard against.  Dimension reduction techniques offer the most 

promising means of extracting this precious information. 
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This paper has been broad in its coverage of dimension reduction techniques and interest rate modelling, and we 

hope it has been of use to readers.  Below we shall reiterate what we think are the most important considerations 

that have been discussed: 

 

There is a spectrum of dimension reduction techniques out there. 

PCA is a method well known and used to many actuaries, but is far from the only technique that could be of use.  

What is the most appropriate technique to use depends on the application and preferences for interpretability, 

realism and goodness-of-fit to data, as well as the usual concerns of communicability of the method and 

implementation complexity.  We would encourage modellers to consider the full range of techniques available, as 

well as new areas in which they could be applied. 

 

These techniques can be very general, and should not be applied blindly. 

We highlighted in Section 3 the many choices and considerations associated with using dimension reduction 

techniques to build an interest rate model.  It is recommended that practitioners take steps to fully recognise the 

implications of the particular variation of the technique they apply, justifying why they have gone with a particular 

approach and demonstrating they have investigated alternatives.  

 

A good model captures the features of reality most relevant for the particular application. 

In the context of Solvency II internal models, this means the risk model should provide an accurate reflection of the 

extreme downside risk associated with the risk driver, which is a function of both the historic tail behaviour and the 

current risk exposures of the business.  Firms should question whether their models have been designed with this 

objective in mind, and if not, look to the ideas mentioned in Section 4 as to how business information can be 

incorporated into the risk model. 

 

6 Closing remarks 
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The model office we have used in our analyses consists of three business lines and five risk drivers: 

Business lines: 

 Term assurances 

 

 Immediate annuities 

 

 Investment contracts with a guarantee 

Risk drivers: 

 Spot interest rates (the full curve) =    

 

 A flat credit spread =   

 

 Equity index at time t =    

 

 A mortality factor =   

 

 Equity implied volatility level =    

The last four risk are all point risks. 

7.1 Business line 1 - Term assurance 

Assets take the form of a single corporate bond, term   
 .  The initial asset value is   

    Time 1 value is given as:  

  
    

          
   

 

where    is the term of the asset. 

For the liabilities, we have a contract premium   , a benefit amount   , a maximal term of the contracts   
 , and a 

set of run-off factors   
 .  Then: 

  
          

        
  

       
   

  
 

   

      
   

(  
   is the probability of survival to year i) 

Appendix A – Model office used 
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7.2 Business line 2 - Annuities 

Assets take the form of a single corporate bond, term   
 .  The initial asset value is   

    The time 1 value is: 

  
    

          
   

 

For the liabilities we have a benefit value    and runoff factors   
 , giving: 

  
        

  

  
 

   

      
   

7.3 Business line 3 - Investment contract 

For this product returns are based on an equity index with guaranteed minimum value  , where the term of the 

contract is   
 .   

  of the same equity asset is held at time zero.  Hence assets at time 1 are: 

  
  

  
  

  
  

And the liability value is given as: 
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7.4 Sensitivity to (flat) yield curve moves 

If we drop the term dependence of    (i.e. assume a flat yield curve), we can illustrate the exposure to rates, as 

shown in the graphs below.  Note that the overall group is more or less hedged to level yield curve moves. 

 

Sensitivity of the Term Assurance business line to interest rate level – an increase in rates reduces the value of the bond held as an asset, and 

also reduces present value of future liabilities.  Downward rate moves reduce the surplus of the business line. 

 

 

Sensitivity of the Annuities business line to interest rate level.  Again increasing rates reduce the price of the bond held as an asset, and also the 

present value of future liabilities.  Upward rate moves reduce the (already negative!) surplus of the business line. 
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Sensitivity of equity investment contract business line to interest rate level.  Policyholders effectively hold a put option on the equity asset, and 

put contracts reduce in price as rates rise – so upward rate moves increase the surplus of the business line. 

 

 

Sensitivity of overall business to interest rate level.  Overall, the group is well-hedged against level interest rate moves. 
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Here we outline the choices made, the steps taken, and the results of our “baseline” calibration of the interest rate 

model we use in this paper.  It is certainly not the intention to suggest that this set of choices is in any way optimal, 

it is just a sensible collection of choices from which numbers can be found – we will consider changes in these 

assumptions in the following appendix. 

Choices 

We have collected interest rate data from the Bank of England website. Detail of the data collected and the data 

transformation used is provided in the table below. To simplify our analysis, we have chosen to use only the first 16 

maturities and data starting from December 1972.  

The PCA method was chosen to be applied to this data set. The table below summarises the specific methodology 

choices we have made. We then used the resulting components and their historic distributions to simulate yield 

curves in one year‟s time, based on a starting yield curve as at December 2011.   

The headings in the table below are in line with those in Section 3. Refer to this section for further explanation of 

each heading. 

Methodology choices  Section ref. 

Point-in-time or through-the-

cycle? 

Through-the-cycle – we fit distributions to one-year changes 

in components, disregarding any autocorrelation in the data 

3.1.1 

Distribution of the underlying 

data 

A normal distribution is fitted to the components of the data 3.1.1 

Measure of interdependence The data covariance matrix is used (no weighting) 3.1.2 

Dimensionality Four principal components are used 3.1.3 

Data  Section ref. 

Data collected 

Pre-processing of the data The data from Bank of England is used directly in our 

analyses. The results are therefore subject to any pre-

processing of the data by Bank of England. 

3.2.1 

Data frequency Data with monthly frequency is used, the data corresponding 

to month-end values 

3.2.2 

Term series to use All maturities between 1 year and 16 years are used in the 

analysis 

3.2.3 

Appendix B – Baseline analysis 
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Spots or forwards Forward rates 0 

Compounding type Continuously compounded rates are used 3.2.5 

Estimating one year changes 

Limited data length Annual overlapping data is used 3.2.6 

Data transformation The data is log transformed 3.2.7 

Data centering Data is de-meaned before applying PCA 3.2.8 

Incorporating a drift term A drift term is not incorporated 3.2.9 

Missing data points and maturity terms 

Missing data before the last point There was no missing data before the last point (i.e. 16 

years) 

3.2.10 

Beyond the last data point Simulated yield curves are not extrapolated as the Model 

Office is only exposed to maturities up to the last point (i.e. 

16 years) 

3.2.11 

Issues relating to information lost  Section ref. 

A component’s contribution to 

the capital requirement 

This issue for the baseline analysis is explained in analysis 5 

of Appendix C – Analyses performed on model office 

0 

Ways to allow for the information 

lost 

No allowance was made for the information 

lost/understatement of variance 

3.3.2 

Issues relating to components  Section ref. 

Smoothing methods Principal components are not smoothed 3.4.3 

Shape invariance This is not applicable to our baseline analysis as only 

performed at one calibration date (i.e. December 2011). 

3.4.4 
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Model implementation steps: 

The steps taken in calibrating and generating forecasts from the yield curve model were as follows: 

 Nominal forward yield curve data was sourced from the statistics section of the Bank of England‟s website 

(http://www.bankofengland.co.uk/statistics/Pages/yieldcurve/archive.aspx) 

 

 A subset of rates was extracted from the data set (namely month-end data of terms 1 to 16, starting from 

December 1972 – to avoid issues of missing data).  Annual log-changes in the data were calculated, then 

each term series of the data was de-meaned. 

 

 The covariance matrix of the de-meaned term series was found. 

 

 The eigenvectors and eigenvalues of the covariance matrix were found, using the Jacobi algorithm. 

 

 After analysis, the four components explaining the greatest amount of variance were retained. 

 

 The de-meaned data was projected onto the retained components, and the variances of each series of 

projections calculated. 

 

 A normal distribution with variance matching the empirical data was chosen to model the magnitude of 

each component.  

 

 5,000 samples of these distributions were generated independently of one another, to give forecasts for 

future component magnitudes in one year‟s time.  For each of the 5,000 scenarios the components were 

multiplied by the simulated component magnitudes and added together, giving a forecast yield curve 

movement.  

 

 The business models were evaluated under each forecast yield curve scenario, giving a distribution for 

yield curve exposure. 

  

http://www.bankofengland.co.uk/statistics/Pages/yieldcurve/archive.aspx
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Results 

The principal components found in the calibration are shown in the following graph.  Note the first three 

components take the familiar level, slope and curvature shapes: 

 

The capital requirements produced from our Model Office in this baseline analysis is shown below, note the 

considerable group diversification: 

 

VaR at the 1-in-200 year level of our model office business units 

Note that exposures to risks other than interest rates are ignored in this analysis. 

0 5 10 15 

Term 

PC1 

PC2 

PC3 

PC4 

0 

500 

1,000 

1,500 

2,000 

2,500 

3,000 

Term assurance Annuites Investment contract Group 



 

Dimension reduction techniques and forecasting interest rates  56 

In Appendix B we described the baseline analysis on our model office. The analyses below were performed by 

changing in turn the assumptions used in Appendix B. 

The results of these analyses are of course specific to the data and model office used, and hence this appendix 

should only be considered as a guide for the types of analyses one might choose to perform on their interest rate 

model, rather than as a set of hard and fast results.  However, we do see that many of the results below support 

the general arguments discussed in the main body of the paper.  

 

1. Monthly overlapping or annual non-overlapping 

Analysis:  

Instead of applying PCA on monthly overlapping data, annual non-overlapping data is used. The analysis is 

repeated for each calendar month to see how results will vary between calendar months when annual non-

overlapping data is used. 

 

Results:  

The SCRs calculated from the model office and simulated interest rate data, using the two methods above are 

shown below. The green line is the result from using the monthly overlapping data while the blue bars are results 

from annual non-overlapping data starting from each calendar month. 
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Conclusions: 

 The results have a noticeable dependence on the choice of calendar period. This is because for some 

calendar months, movements in interest rates are more drastic compared to other months. Also, due to the 

smaller data set, any impact of is significant. 

 The results from using overlapping data are roughly the “average” of those results from annual non-

overlapping data, over all calendar months. 

 Annual changes in the December data are much more drastic when compared to the other calendar 

months. This means that, if we only use the year end data for analyses, the resulting capital requirement is 

likely to be higher than that calculated using alternative periods. 
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2. Monthly or daily data 

Analysis: 

The baseline analysis was done using monthly data, with overlapping annual changes calculated. In this analysis, 

we replaced the monthly data by daily data and calculated annual changes in daily increments (i.e. 01/06/2011 – 

01/06/2010, 31/05/2011 – 31/05/2010, etc.), and applying a PCA analysis to these. 

 

Results: 

The histogram of the multipliers of the monthly and daily data are shown below: 

Monthly: 

 

Daily: 

 

The multipliers based on daily overlapping data are less “normal” than the monthly overlapping data. 

The principal components representing the monthly and the daily data are shown below. 

Monthly: 

 

Daily: 

 

The shapes of the principal components are rather similar except for the first component, which has a downward 

trend for the daily data. 

The SCR calculated from the model office and simulated interest rate data, using monthly and daily data are shown 

below. 

 

0

20

40

60

80

100

120

M1

0

10

20

30

40

50

60

70

80

90

M2

0

10

20

30

40

50

60

70

80

M3

0

20

40

60

80

100

120

140

160

M4

-200

0

200

400

600

800

1000

1200

1400

1600

1800

M1

0

200

400

600

800

1000

1200

1400

1600

M2

0

200

400

600

800

1000

1200

1400

1600

1800

M3

0

500

1000

1500

2000

2500

M4

0 5 10 15 

Term 

PC1 

PC2 

PC3 

PC4 

0 5 10 15 

Term 

PC1 

PC2 

PC3 

PC4 



 

Dimension reduction techniques and forecasting interest rates  59 

 

 

Conclusion: 

 If daily data is used, it may be more difficult to justify fitting normal distributions to the multipliers. 

 If movements of interest rates are stationary, we should expect the SCR calculated from monthly data to be 

roughly the same as that based on daily data. However, this may not be true for a number of reasons, e.g. 

due to the scheduling of economic releases, or issues relating to data being interpolated or erroneous on 

some days. 

 The standard deviations of the multipliers have also reduced, meaning that variation observed in the daily 

data is less than that observed from the monthly data, leading to the lower SCR overall. Analysis 3 in this 

appendix suggests that this is because the month-end data used in the monthly data is more volatile 

compared to other periods of the month. 
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3. Month-end data or Mid-month data 

Analysis: 

It has been found that the monthly data in analysis 2 above is more volatile than the daily data. It is suspected that 

this is because the data is more volatile at the month-end. We therefore repeated the analysis on monthly data 

using mid-month data. 

 

Results: 

The principal components representing the month-end, mid-month and daily data are shown below. 

 

Month-end data 

 

 

Mid-month data 

 

 

Daily 

 

The principal components of the mid-month data are very similar to that of the daily data, suggesting that the 

movements of the mid-month data is more representative of data as a whole when compared to the month-end 

data. 

 

The SCRs calculated from the model office and simulated interest rate data, using month-end, mid-month and daily 

data are shown below: 
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Conclusion: 

 Compared to the month-end data, the mid-month data is more representative of the data as a whole. The 

mid-month data and the daily data result in a similar level of SCR, which is expected if the movements of 

the data are stationary. 

 If month-end data is used, the SCR calculated is consistently higher than that calculated by the daily or 

mid-month data. 
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4. Stability of principal components 

Analysis: 

It is postulated that over time principal components can be treated as fixed, whilst distribution of multipliers should 

be updated when data is added into the data series. To test this we consider how the shape of the principal 

components change as additional data is added into the data series. 

 

Results: 

The change in principal components as new data is added between 1991 and 2011 is shown below: 

 

1973 – 2011(now) 

 
 

1973-2001 (10 years ago) 

 

 

1973 – 2006 (5 years ago) 

 

 

1973 – 1991 (20 years ago) 

 

 

It can be seen from the above that the shapes of the principal components have changed slowly over time, 

although not excessively. However, these small changes in shapes will have an impact on the volatility captured by 

PCA and hence on the SCR. 

  

If we compute component multiplier distributions using the full data set (up to December 2011) but use the 

components based on data up to 1991, 2001 and 2006 in turn, the resulting capital requirements are shown below: 
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Conclusion: 

 The shapes of the principal components changes over time as data points are added to the data series.  If 

a rolling window of data is used these shapes will likely continue to change in the future, whilst they may 

become more stable if the data set is allowed to increase in length. 

 If the principal components are not updated over time, this will constrain the proportion of yield curve 

volatility explained by the components and tend to understate capital requirements. It is therefore beneficial 

to consider updating principal components when new data is available. 
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5. Number of principal components 

Analysis: 

How many components of the data need to be retained in order to give accurate capital requirements?  In this 

analysis we calculate the capital requirements based on historic data projected onto the first   components, and 

consider how many components are needed to be sufficiently close to the empirical capital requirement. 

 

Note that capital requirements arising from Monte Carlo simulation may differ, because of the further distribution 

assumptions required. 

 

Results: 

The percentage of data explained by PCA is shown in the first graph below. The contribution to the SCR from each 

principal component for each product in our model office is shown in the graphs below.  
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Conclusion: 

 For our simple model office four components seems sufficient to capture the yield curve behaviour and 

produce reliable capital requirements. 

 With less than four components the capital requirement is sometimes understated, but also sometimes 

overstated, despite the volatility of modelled yields in these cases being lower than the empirical data. 

 It would be wise to seek an understanding of the features of the business and the yield curve movements 

that cause this to occur. 
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6. Scaling up volatilities to allow for the information lost 

Analysis: 

Suppose we are using three principal components, information is lost as the rest of the components are ignored. 

Consider scaling up volatilities of the multipliers to allow for the information lost. This is done by scaling up the 

eigenvalues of the principal components chosen, such that the sum of these eigenvalues alone is the same as the 

sum of the original eigenvalues of all principal components. We have scaled up the volatilities in three different 

ways: 

1) Scaling up volatilities for all three multipliers 

2) Scaling up volatilities of the first two multipliers only 

3) Scaling up volatility of the first multiplier only 

 

Results: 

The original and the scaled up standard deviations are shown below: 

  % explained Standard deviation 

M1 M2 M3 

3 PCs 97.2% 53.2% 389.0% 16.2% 

Scale up M1, M2, M3 100.0% 53.9% 39.5% 16.4% 

Scale up M1, M2 100.0% 53.9% 39.5% 16.2% 

Scale up M1 100.0% 54.3% 39.0% 16.2% 

 

The SCR calculated from the three approaches above are compared to the SCR before the standard deviations are 

scaled up. 

 

 

Conclusion: 

 The SCR calculated after scaling up the volatilities (in all three approaches above) is still lower than that 

calculated using historical data. That is, even if the components explain 100% of the data‟s variance, it 

does not necessarily mean that the extreme movements of the SCR will be fully captured. 

 This supports our finding in analysis 5 that a component‟s contribution to the SCR is not directly related to 

the proportion explained by the component.  

 In the context of capital requirement calculation, information lost in PCA is difficult to quantify without fully 

understanding the yield curve exposures and the hedging strategies of the business. 
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7. Fitting non-normal distributions to the components 

Analysis: 

We consider the impact of fitting non-normal distributions to the component multipliers on capital requirements.  

Fitting is performed so as to match the first four moments of the multiplier distributions, then Monte Carlo simulation 

of yield curves is performed. 

 

Results: 

Capital requirements for each of the business units in our model office and the group are shown below.  Note that 

the capital requirement is always lower when normal distributions are used - the empirical component multiplier 

distributions have fat tails.  The average difference between the capital requirements calculated with the two 

different distributions is 20%. 

 

 

 

Conclusion: 

 Using normal distributions for component multipliers understates tail risk and hence capital requirements 
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8. Modelling additive curve changes 

Analysis: 

We consider the impact of identifying principal components based on additive forward rate changes to capital 

requirements, based on Monte Carlo simulation. 

 

Results: 

Capital requirements base on the two measures of yield curve changes are shown below.  The capital 

requirements based on additive changes are much higher. 

 

 Term 

assurance 

Annuities Investment 

contract 

Group 

Log 430 2,385 1,381 169 

Additive 1,779 6,696 8,191 1,040 

 

Furthermore, many unrealistically negative yield curves are produced in the scenario set, such as: 

 

 

 

Conclusion: 

 In low interest rate settings a yield curve model calibrated to historic additive changes will give more 

extremal movements. 

 …And will also give rise to negative rate scenarios 

 Similar issues may be experienced when initial rates are high and the model is calibrated to log-changes 
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9. Analysing spot rate data 

Analysis: 

We consider the impact of identifying principal components based on spot rate changes to capital requirements, 

based on Monte Carlo simulation. 

 

Results: 

As postulated in the main body of the paper, fewer components explain more of the variance if the analysis is 

based on spot rates rather than forward rates. 

 

% explained 1PC 2PC 3PC 4PC 

Forward 60% 32% 6% 2% 

Spot 75% 19% 5% 1% 

 

Capital requirements resulting from simulated yield curves based on PCA of spot rates are reasonably close to 

those generated from an analysis of forward rates, with there being no clear indication that one method should give 

a higher number than the other. 

 

 Term 

assurance 

Annuities Investment 

contract 

Group 

Forward 430 2,385 1,381 169 

Spot 387 2,500 1,423 275 

 

Conclusion: 

 Variance of spot rate movements can be explained by fewer components.  It may be desirable to model the 

forward rates directly since they are more primitive quantities.  

 Capital requirements differ somewhat depending on the type of rate considered, though not by extreme 

amounts. 

 

 



 

Dimension reduction techniques and forecasting interest rates  70 

The components hedge is the portfolio of hedging securities whose sensitivity to the selected components best 

offsets the sensitivity of the existing portfolio held to the components.  Numerous studies, e.g. (Maitland A.J. 2001), 

have shown such a hedging strategy to outperform simpler strategies, such as those based on duration and 

convexity.  Below we describe how to construct such a portfolio. 

 Suppose   components      have been identified. 

 

 Write    for the sensitivity of the existing portfolio held to the     component, together these form a vector  .   

Such sensitivities may be deduced by evaluating the portfolio under conditions where the yield curve is 

stressed in turn in the directions of individual components. 

 

 Write     for the sensitivity of the     hedging instrument to the     component, derived similarly to the 

portfolio sensitivities.  These form a matrix  . 

 

 The units of the     hedging instrument to hold are then given by the expression         

There are some issues to consider: 

 One may experience difficulty in calculating the portfolio‟s sensitivities to components if a particularly rigid 

portfolio evaluation model is in place. 

 

 It is assumed exposures are linear in the components – this is unlikely to be true if the existing portfolio 

contains interesting instruments, and also if the components have been derived based on rates as opposed 

to bond prices.  So the portfolio will require rebalancing over time in order to minimise the impact of higher-

order exposures. 

 

 As discussed in the main body of the paper the components identified, though explanatory of historic yield 

curve movements, may not be most relevant to the business – these are the components we would be 

most interested in hedging! 

Appendix D – Hedging with components 


